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Abstract 
Virtual learning environments are widely used as they simplify and improve the teaching and learning 
processes. As part of the research project AIX - Future teaching & learning, we want to develop a 
learning analytics application to evaluate the generated logging data of our learning environment 
Moodle. The application needs to provide comprehensive statistics and reports to support the teaching 
and learning processes. The application will allow a variety of complex research questions to be 
answered which help the lecturers to improve the learning process. Moodle itself offers basic learning 
analytics functionality, but the logs allow a more detailed analysis of how learners and teachers use 
the system. 

In this paper, we present how Moodle stores its logging data and explain why the existing data model 
is not well suited for learning analytics purposes. Therefore, we introduce our own data model and 
explain how the Moodle logging data can be converted into our format. In addition, we extend the 
database structure to allow the storing of arbitrary data which can be linked to learners and classes. 
This flexibility allows storing data from systems other than Moodle, which makes it possible to use 
meta data like exam grades for learning analytics. We claim that the presented model is well suited for 
storing the logging data of virtual learning environments and that it provides a good basis for a 
learning analytics application. 
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1 INTRODUCTION 
Electronic learning, mostly called e-learning, has become more and more important in the last decade. 
Virtual learning environments (VLEs) provide more ways for interactions and motivation and are 
becoming increasingly popular. One of the most used VLEs is Moodle. Moodle is a free learning 
management system distributed as Open Source. It is the second most used VLE in the higher 
education market in the US with a 23% market share following Blackboard with 41% [1]. 

VLEs support teachers, lecturers and students in their teaching and learning processes. In recent 
years, researchers have started analyzing the data generated by the VLEs to enhance these 
processes. Learning analytics focuses on the analysis of performance [2, 3], learning resources [4] 
and activities inside and outside of virtual learning environments [5]. The results allow an improvement 
of the teaching and learning process. Many VLEs offer basic learning analytics functions. The VLE 
Moodle allows teachers to view the number of downloads for each resource, participation of students 
in courses, statistics of performed quizzes and more. These metrics provide a good and simple 
overview of the logs that Moodle generates and stores in the background. However, the stored logs 
allow the support of much more profound statistics. 

For this purpose, we first explain the database schema that Moodle is using and what problems arise 
using them as a basis for learning analytics. We then present our own data model and its database 
schema. It is capable of handling the logs generated by Moodle and additionally allows adding meta 
data like exam grades. 

The remainder of this paper is structured as follow. In Section 2 we explain the background of this 
paper. Section 3 presents the data models used by Moodle and outlines their problems. In Section 4 
we state the requirements for our own model and presents the resulting database schema. Section 5 
concludes the paper. 
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2 BACKGROUND 
As part of the digitization strategy of the RWTH Aachen University, the AIX - Future teaching & 
learning project was started in 2015. The aim of the project is to identify constructive learning and 
teaching methods and tell them apart from methods, which do not achieve a significant increase in 
quality of teaching and learning [6]. In the years 2015 and 2016, multiple activities were performed to 
reach that goal. In 2015, a study based on the Outcome-Driven Innovation (ODI) was conducted [7]. 
More than three thousand students were asked to evaluate current e-learning technologies of the 
university. The study identified main problems and drivers. Another study compared traditional 
learning methods with e-learning [8]. Students who participated in a preparatory mathematics course 
were divided into a control and an e-learning group. The results indicated that the traditional 
classroom learners performed better. 

Currently, we are developing tools to evaluate the logged data of different VLEs of the university. The 
goal is to develop a learning analytics application, which allows to support and enhance the teaching 
and learning process of the university. As first step, the chair of engineering hydrology provides the 
data of a Moodle instance, which has recorded logging data since 2013. The data will be evaluated to 
find appropriate learning analytics scenarios which can then later be used on other courses of the 
university. 

The data stored by Moodle already offers a good base for learning analytics. However, we discovered 
multiple shortcomings which we want to overcome by using our own database tables. 

3 DATA MODELS USED IN MOODLE 
In this section, we present the database structure of the Moodle logs. As Moodle allows two different 
logging formats, we explain both. After that we state the problems we encountered when using them 
for learning analytics purposes.  

The Moodle logging system can and by default does log every action or click happening inside the 
VLE as an event. However, in 2014, the Moodle logging system underwent a complete overhaul. The 
old logging system had multiple problems concerning event information and scalability [9]. Therefore, 
starting in version 2.7, the old “legacy log” was replace with the new “standard log store”. 
Unfortunately, this means that the data produced before and in 2014 is still in the old logging format as 
Moodle itself offers no way to migrate the old data. 

3.1 Legacy Log 
The legacy log stores its data in the database table called log. Figure 1 shows the database schema. 
Concerning learning analytics the following fields are important: 

− Date and time when the event was triggered 
− User who triggered the event 
− IP address of the user 
− Course in which the event was triggered 
− Module in which the event happened (e.g. course, quiz) 
− Action which was executed (e.g. view, login, review) 
− URL which was requested  

It is possible to get further information about the user, the course and the module by querying 
information from additional database tables. The drawbacks of this database schema are discussed in 
detail on the Moodle documentation website [9]. The logging was missing some important logging 
information, there were performance and scalability problems and it was complicated to aggregate the 
data from multiple tables. 
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Figure 1 Database of the legacy log with directly linked tables 

3.2 New “Standard Log store” 
The new logging system called Standard Log store has changed the way Moodle is storing events. 
Figure 2 visualizes the database schema. In contrast to the old logging approach, the event entity 
itself stores more information of the event in its own fields (e.g. name, component, action). The field 
crud indicates whether the action was a create, read, update or delete operation. edulevel stores 
information about the level of education received by the students [10]. Additional fields include 
information about the type of context (e.g. page, course, module) in which the action happened. 

 
Figure 2 Database of the new standard log store with linked tables 

Like the old logging system, the new logging system links the user who triggered the event and the 
related course. In addition, each entity not only stores the user who triggered the event, but also the 
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user who was related to the event. As an example, if user Alice changes the grade of user Bob, Alice 
will be stored as the user who triggered the event and Bob will be saved as the user who was related 
to that change. The field anonymous depicts whether the user who triggered the action was 
anonymous (not logged in). The field other can contain additional information. origin stores whether 
the action was triggered from the website itself or from another source (e.g. a smartphone app). The 
fields timecreated and ip replace the fields from the legacy log. 

One important change in the new log store is how events reference other database entities. In the old 
logging system, all information related to an event needed to be stored as part of the event in the 
object itself. The new log is more flexible. It allows referencing any combination of database table and 
row identifier. Therefore, the event log can reference any object exiting inside the database of Moodle. 
This allows the logging to be flexible while at the same time not duplicating data. In Figure 2 this is 
presented by the table labeled “…”. The concept is not new. The CAM schema developed by the 
Fraunhofer Institute for Applied Information Technology FIT uses the same concept [11]. 

3.3 Problems with the Mooble logging and advantages of an own schema 
While the new log store is a great improvement over the legacy log, multiple problems occured when 
we tried to use the logging tables for learning analytics purposes. The first and most obvious one is 
the existence of two different database tables. If the Moodle instance used the old legacy log, the 
stored data needs to be combined for each report. For simple reports, this is possible. The developer 
can query the legacy log and the new logging tables and combine the results programmatically. This is 
done multiple times for Moodle reports. However, as soon as information from other tables need to be 
joined, the resulting application becomes very complex. Depending on the information that is queried it 
might not even be possible to show the desired report. The reason for that is that both tables are 
indexed on the database-level, meaning even complex queries are very fast [12]. As soon as the data 
from both tables needs to be merged programmatically (outside of the database), this index cannot be 
used effectively. Handling big databases therefore becomes very slow or even impossible. 

Another problem is the handling of the user ID. In multiple cases the new logging system does save 
multiple user IDs for an event. We already gave an example in the previous subsection where the field 
userid contains the information about the person who triggered the event and the field relateduserid 
contains the information which would be suitable for learning analytics. While this makes sense from a 
logging point of view, these special cases make it very hard to efficiently query data over different 
events. Exceptions need to be implemented for all events that rely on relateduserid. 

Data privacy was another problem we encountered. By default Moodle logs each actions of each user 
in the system. However, to suit German data privacy laws, we might need to reduce or change the 
amount of data that is stored. This requires changing the “core” logging code of Moodle which would 
make our version incompatible to future updates. Creating our own data model allows us to limit the 
data that is stored by applying a filter on the stored data. We copy the data from the Moodle logs and 
filter out any information that is not suitable under privacy laws. 

We also experienced some minor disadvantages that did not influence our decision to implement our 
own data model. First, the Moodle log stores a lot of information that is not important for learning 
analytics or even redundant. One example are the fields component, action and target which are 
already stored as concatenated string in the field eventname. As the VLE of our university currently 
handles multiple million clicks per day, the prevention of storing redundant data is a welcome addition. 
We can do this, by transferring the Moodle logs into our log format. In case of storage space 
problems, we can delete the original logs. 

Another minor problem was the storing of additional information. In addition to our logging data model, 
we also provide a way to append arbitrary data to courses and users, which will allow to use meta 
data like exam grades for learning analytics purposes. 

One last motivation to create our own data model was the future independence of the Moodle 
implementation itself. Even if the Moodle logging system is changed again in the future or the privacy 
laws require a change in our system, little modification to our data model will be necessary. 
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4 DATA MODEL FOR LEARNING ANALYTICS 
Based on the Moodle logging capabilities and the named problems, we implemented our own data 
model for learning analytics. In this section, we name the requirements and present the resulting 
database schema. 

4.1 Requirements 
Based on the problems we encountered with the Moodle data model, we created a list of requirements 
for a new data model: 

Independence of the Moodle log: As we want to prevent data duplication, the new data model needs 
to be fully independent from the Moodle logs, so that the original log can be removed if necessary. It 
might contain links to the log store or legacy log but must be completely fully functional even if the 
original Moodle logs are cleared after the data is transferred into our model. This is also important for 
the consideration of privacy laws. 

Keep important information from both Moodle logs: Our model needs to be able to handle the 
legacy log data as well as the new log store data. 

Avoid redundancy: Important data needs to be stored, but as we are planning on storing millions of 
events, as few data as possible needs to be stored. Thus, data duplication needs to be prevented if 
possible. 

Allow fast and simple database queries: Based on our experience with the userid fields, the new 
model must contain as few special cases as possible. When the data is transferred from the Moodle 
log store into our own database table, these special cases needs to be taken care of. 

Allow storing of additional data: To allow meaningful learning analytics, our model needs to be able 
to handle information that was not produced inside the VLE. Examples include exam grades which 
might be stored to create better reports. 

4.2 Resulting model 
The resulting database table structure is based on the Moodle log store but at the same time tries to 
improve the previously named aspects. Figure 3 shows the resulting schema and linked tables. All 
introduced tables start with the prefix la_ to easily distinguish them from original Moodle tables. For 
presentation purposes, our introduced tables are shown in orange. Moodle internal tables are blue. 

 
Figure 3 Resulting data model 

The fields objeccttable, objected, userid, courseid and timecreated are copied from the log store table. 
It is notable that the userid will be changed depending on the event type when transferring the data to 
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this model. The reason for this is that some events contain the information about the referenced user 
in the relateduserid field. Details are explained in Section 3.3 and in the section about requirements. 

The field sourceid is linked to the la_source table and stores where the event information and its data 
is coming from. Examples are the Moodle legacy log, the new Moodle standard log store. In case 
other data is added, more sources can be introduced. If the source is the Moodle log (ether the new or 
the old one), the field sourceeventid can point to the original event which was transferred to the log. 
This is useful in case we want to see the original event in the log store or legacy log. 

The actionid contains the information about the actual event and replaces the eventname field from 
the log store and the module and action fields from the legacy log. To prevent data duplication, each 
possible event action will first be stored in the la_eventactions table and only the ID will be referenced. 
This also allows to combine the events from the legacy and log store table without losing information. 
Additionally, we can also add a label and a description for each event, which allows the application 
working with the data model to present the information in a user-friendly way. 

The presented data model stores less information while keeping all relevant information for learning 
analytics. However, the presented model is still not able to allow arbitrary data to be added. To 
support this, we introduce four more tables, of which the la_any_data table can be referenced via 
objecttable and objectid. Figure 4 shows the schema. 

 
Figure 4 Table structure which allows to add arbitrary data 

The table la_any_data allows to store any data as long as it has been specified as a data set type. To 
explain this in simple terms, we present the following example. 

The administrator of a Moodle instance wants to allow teachers to upload grades of the students for 
learning analytics purposes. He adds a dataset type (table: la_dataset_types) labelled “Grades”. The 
value mapping allows to specify whether the values of the data set need to be mapped to a string or 
not. In our example this would be set to 1 as the numeric values can be mapped to a string. The table 
la_datamap contains said mapptings for the dataset type. Using the US grading scheme, this could 
store the values: (1, “A+”), (2, “A”), (3, “A-“), (4, “B+”) and so on. The dataset_typeid would reference 
the id of the entry in the table la_dataset_types. 

When the teacher now wants to upload a dataset containing grades, he chooses the dataset type 
“Grades” and uploads a document (for example in CSV format) which contains each users’ ID and his 
grade. The teacher can label his dataset “Exam Grades 2017” and for each entry, the application can 
create an event that would be linked to the users ID. If the uploaded document also contains a date 
and time information, the flag eventtimeused in la_datasets can be set to 1 to signal that the 
timecreated field of the event was set too. The application can use the link from value (in la_any_data) 
to the table la_datamap to map each numeric value to a string value. Therefore the resulting learning 
analytics application can use numeric values for calculation but is also able to label them if necessary. 

The combination of the la_events and the la_any_data table allows the application to handle and store 
any data that is previously defined as a dataset type. 
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5 CONCLUSIONS AND OUTLOOK 
As part of the AIX - Future teaching & learning project, our goal is to build a learning analytics 
application for the VLE Moodle. In this paper, we presented the different types of logging systems 
Moodle uses and explained the differences and their drawbacks. We concluded that the standard log 
store of Moodle is not suitable for advanced learning analytics. The data model we proposed is built 
on the Moodle log store and improves several aspects of it. 

As next step, we will develop an application that transfers the existing Moodle log store rows into our 
data format. This will allow us to evaluate our proposed model with regards to storage consumption 
and database query performance. After an evaluation and making possible improvements to our data 
model, we will develop an application prototype for learning analytics that will be used to support and 
enhance the teaching and learning process. 
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