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Abstract 
The parallel data processing, parallel computing, cloud computing and grid systems are very popular 
terms nowadays. Most users use and are familiar with public cloud systems and mainly with Service 
as a Service platform, e.g. Dropbox and Gmail. When we want to inspect the principles of cloud and 
grid systems deeper we need some platform that will allow us to do it. The situation is even harder 
when we want to teach students basic principles of grid and cloud systems. A lot of systems 
developed for training purposes are already outdated and thus not suitable for use. We are dealing 
with possibilities of training and teaching grid and cloud systems together with basic principles of 
parallel and distributed computing in closely related to the research of our department. This research 
is mainly focused on data mining and web log mining. We describe current possibilities and options for 
teaching grid and cloud computing. The beginning of grid and cloud is the parallel computing. There 
are many languages and programming interfaces for parallel computing, but it seems that the easiest 
way for students is to use the message passing interface implemented by the MPICH libraries and 
middleware. Our experience shows, that for demonstration purposes and to understand the principle 
of inter-process communication is the execution of the simple parallel program in the well knows 
environment the best option. After the student understands this principle, we can move to the lower 
level and to try to write simple parallel codes. We can choose from many programming languages, 
but, again our best experience is with Python. The underlying architecture for building MPI 
environment is Raspberry Pi minicomputer connected to computer network. With this setup, we can 
quickly create and customize the environment for each student and start to build the Beowulf cluster. 
The student quickly understands what the cluster is and how to setup it. We use Raspberries because 
we can use trial and error approach. We do not need to reinstall or reconfigure the whole computer 
system in the classroom, we simply switch the SD card, and we can start over. The next step in 
building knowledge about distributed systems to use and understand job scheduling used in Grid 
systems. We describe our experience and methodology of using the HTCondor job scheduler. Another 
step in teaching and learning of distributed systems is to build a larger cluster using the Apache 
Hadoop implementation in the regular classroom. We use Raspberries in this setup again. As we have 
more groups of students, we need a clean install every time we start with a new group. Students must 
cooperate each other to create a three-node cluster. There are not many code examples how to use 
the Hadoop. Most users can only find the well know word counter. As our department research is 
focused on data mining and web log mining we are dealing with processing a large amount of text log 
files. These log files are from different sources and the first level in analyzing log files is the 
preprocessing of these files and making cleaning of data. Student sees that the learning of distributed 
systems is not only theoretical, but the can touch the research held by the department. The overall aim 
of this paper is to summarize the current state of the art in the domain of grid and cloud systems and 
to share our experience in interconnecting the teaching of grid and cloud systems with the research in 
data mining. 
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1 INTRODUCTION 
Distributed systems represent a wide area of IT, starting with simple parallel programs, through inter-
process and inter-processor communications, to advanced technologies such as grids and clusters. 
The parallel data processing, parallel computing, cloud computing and grid systems are very popular 
terms nowadays. The primary origin of this terms is in system virtualization. Most users use and are 
familiar with public cloud systems and mainly with Service as a Service platform, e.g. Dropbox and 
Gmail. When we want to inspect the principles of cloud and grid systems deeper we need some 
platform that will allow us to do it. The situation is even harder when we want to teach students basic 
principles of grid and cloud systems. To understand how to work using grids and clusters, it is 
necessary for the student to know how to apply knowledge and experience from the study of 
programming subjects, operating systems and computer networks. However, the interconnection of 
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knowledge gained from the study of these subjects is absent. Distributed systems are ideal for this 
interconnection. Our goal is to innovate the form how we teach Distributed Systems and Grid and 
Cloud Technologies employing new methods and technologies. On the one hand, the student should 
know how to create a parallel computing system technically, and on the other hand, he or she should 
know how to use this system to perform more demanding calculations or data analysis. 

Creating a simple cluster brings several technical problems that are difficult to solve in a standard 
classroom. We consider the use of special mini-computers Raspberry Pi as a suitable solution to 
ensure the replicability of the procedures across multiple groups. Using Raspberry Pi, we can 
demonstrate the principles of inter-process and inter-processor communications, client-server 
applications that use Web service protocols, and develop collaborative student activities. 

We perform the research on web mining at our department. One of the first steps in data mining 
methodology is to prepare data for further analysis. The preparation and analysis of large volumes of 
data are both time and cost-intensive, so we use Apache Hadoop (map-reduce) and Apache Spark for 
pre-processing. In addition to the traditional advantages provided by MapReduce in processing the 
amount of data in the pre-processing phase, our effort is also to use algorithms for machine learning. 
Their benefit is evident, for example, at the stage of identifying different robots (not only search 
engines robots) crawling through the web. We need to use machine learning techniques to identify 
them. 

We want to implement the transfer of all these methods we use in our research to students so that 
they can use those new technologies correctly. For data analysis, we use a custom cluster consisting 
of a server and computers in the lab. We need to add shared storage to this cluster soon. We are 
designing and implementing new methods and forms of teaching distributed and parallel systems 
directly linked to research in data science. 

2 RELATED WORK 
The teaching of distributed systems is based on several primary high-quality resources [1]–[3]. 
Students perceive the issue of distributed systems as somewhat demanding and considerably 
theoretical. Many grids and cluster initiatives (http://gridcomputing.com/) that were freely available in 
the past are no longer working. By using free online solutions, on the one hand, students can provide 
an environment where they can perform individual tasks, but they lack experience with how this 
technology is being developed and implemented. 

One of the possible platforms that are suitable for building your own distributed system is the use of 
Raspberry Pi microprocessors. They are easy to store, easy to connect and they are well configurable. 
These minicomputers are powerful enough for demonstration purposes. Using these devices, we do 
not have to deal with configuration changes to laboratory or classroom equipment. The primary 
operating system is Linux distribution with a graphical interface with pre-installed Python programming 
development tools [4]. Python includes libraries for parallel computing, inter-processor communication, 
remote procedure calls, and web services. 

The second area of distributed systems is their use to process a large amount of data. The best-
known platform for processing "Big Data" is the various projects covered by Apache - Hadoop[5] 
and Spark [6]. The creation of apache cluster is not trivial but is feasible even under laboratory 
conditions. Besides the Apache cluster itself, it is also possible to use freely available clusters, e.g. 
IBM MyDemoCloud. Apache Hadoop consists of several parts, while Hadoop MapReduce is used for 
parallel processing of large amounts of data, Hadoop YARN [7] parallel programming and the data 
itself is stored in the distributed HDFS file system. Gradually, several related projects for Hadoop, 
cluster management and monitoring (Ambrari), creation and management of a distributed database 
(Cassandra), parallel calculations (Pig), and a tool for high-performance computing and machine 
learning (Spark). Individual projects are developed separately. The development language for each 
application can be Java, Python, Scala or R. In general; there are few available sample solutions for 
applications using these tools. In most cases, we only encounter elementary examples for calculating 
the occurrence of words in the text, computing the value of Pi, or just an example of "Hello World." By 
applying Web Log Mining methods, Data Mining creates the space to create meaningful applications 
directly linked to the department research [8]–[13], which is particularly concerned with web mining 
data using machine learning approaches. There are several initiatives that try to incorporate 
MapReduce and Spark into teaching [5], [14], [15]. We also find some examples of combining 
machine learning methods with these technologies [16]–[18]. 
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3 METHODOLOGY 
Our aim is to innovate the teaching of subjects related to distributed and parallel systems using tools, 
applications and infrastructures typical of grid and cloud technologies for large data processing (Big 
Data). We want to integrate, expand and apply the knowledge gained from studying standard basic 
subjects such as operating systems, computer networks, database systems, information systems and 
expert systems, and programming so that the student gains knowledge and practical experience of 
work in the distributed system and real examples of the principles of parallel programming. Real 
examples are based on department research, where we analyze the behavior of site users in banking 
and education [8]–[13].  

The student should be familiar with current modern technologies using distributed technologies and 
algorithms. These are Apache Hadoop and Apache Spark and the MapReduce computing model and 
its modifications. One of the programming languages for these platforms is Python, which students do 
not currently experience while studying, but they can fully appreciate the experience gained in Java. 
Python has directly implemented libraries for working in a distributed environment, and through the 
Apache Spark Mlib library, it is possible to apply machine learning methods to a distributed 
environment. 

A student of applied computer science should know not only how to effectively use distributed and 
cloud technologies, but he or she should evaluate which of the many available implementations to 
use. And he or she know how these technologies are technically implemented. We want the student to 
know how to implement a distributed computing system. Due to the frequent technical problems that 
occur in standard computing laboratories, we suggest this problem using the Raspberry Pi 
Minicomputers. RPis do not have the performance of actual grids and cluster systems, but they are 
ideal for their other features. Using RPi, the student can create a custom cluster consisting of multiple 
nodes without the need to cover a physically large area in the classroom or laboratory. Because the 
RPi operating system starts from the SD card, each student can have their own customized operating 
system. Multiple study groups can be switched to one hardware, which is a great benefit. If the student 
modifies the operating system to an unusable state, he or she may start again by simply copying the 
source SD card. It allows the student to test different configurations without any fear that the device 
will remain not usable for some time. 

3.1 Message Passing Interface 
There are many languages and programming interfaces for parallel computing, but it seems that the 
easiest way for students is to use the message passing interface implemented by the MPICH libraries 
and middleware. We can use MPI on a standard computer with the standard operating system. It 
doesn’t matter if we use windows or Linux system. Our experience shows, that for demonstration 
purposes and to understand the principle of inter-process communication is the execution of the 
simple parallel program in the well knows environment the best option. We use simple code that will 
calculate the value of Pi. In the first step, we install mpich2 on windows desktop. Students can run a 
parallel program on defined number of processor cores and are able to monitor the performance with 
process manager. After this step, they will run the same program on the remote computer. They can 
see that, without any interaction on a remote computer, the program is listed in running processes. We 
are making a challenge to target a victim and run many copies on it. At the first look, students see that 
it is just for fun, but after a while, we can discuss the bad design of the parallel program or how can 
bad configuration of MPI consume system resources. After this experience, we can move to Linux 
environment to learn how to configure password less authentication, which is fundamental for mpi 
environment. We can use standard Ubuntu desktop, but we propose and prefer the use of Raspberry 
Pi. We will repeat the same example as in the Windows environment.  

After the student understands this principle, we can move to the lower level and to try to write simple 
parallel codes. We can choose from many programming languages, but, again our best experience is 
with Python. The python language isn’t new, but nowadays it’s use and popularity grows. Python has a 
wide collection of libraries for building parallel code and libraries for MPI communication. The full list of 
available python related libraries is listed on https://wiki.python.org/moin/ParallelProcessing We used 
the mpi4py. Using mpi4py, we can demonstrate broadcasting, scattering, and gathering. At the end, 
we rewrite the algorithm of calculating the value of Pi using mpi in Python.  
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3.2 Remote procedure call 
Another approach used in distributed systems is remote procedure call. One example of this technique 
is XML-RPC. We can build client – server application by using SimpleXMLRPCServer. Students are 
familiar with classic client-server apps, but most of them can’t understand the principle of remote 
procedure call. Therefore, we are building the very simple electric circuit (Fig. 1) which will be 
controlled by the server using the GPIO (general purpose input/output) function of the RaspberryPi. 
GPIO are pins - a physical interface between the Pi and the outside world. We can program the pins to 
interact in with the real world, like input from a sensor or a signal from another computer or device or 
turning on a LED. Our server consists of two functions, one for enabling the LED, and one for 
disabling the LED. Both functions are registered in server and client can call those function by the 
remote procedure call. It’s up the client, which LED will be turned on, for what period and when to turn 
it off.  

  
Figure 1. A simple circuit to demonstrate the function of GPIO and XML-RPC. 

Based on this example, students can understand what functions should be implemented on the server 
and what function should be implemented on the client and how to call the function (procedure) on the 
server. After this exercise, students understand the basic principle of the IoT. 

3.3 Apache Hadoop 
The Apache Hadoop software library is a framework that allows for the distributed processing of large 
data sets across clusters of computers using simple programming models. It is designed to scale up 
from single servers to thousands of machines, each offering local computation and storage. Rather 
than rely on hardware to deliver high-availability, the library itself is designed to detect and handle 
failures at the application layer, so delivering a highly-available service on top of a cluster of 
computers, each of which may be prone to failures. [19] 

We propose to use Hadoop in two ways. The first one is to use already configured Hadoop cluster. We 
propose to use the access provided by IBM Analytics Demo Cloud (https://my.imdemocloud.com/) and 
its Big SQL Sandbox Project which provide distributed environment for running R, SQL, Spark, and 
Hadoop jobs. The registration to this portal is free, and students gain access to a high-performance 
cluster.  

Students are already familiar with basics of web log mining techniques, but they use standard tools for 
pre-processing data. Before the analysis of data can start, it is necessary to clean the input file. We 
use web server log file, but we do not need all records which are stored in this file, e.g. access to CSS 
files, access to JavaScript files. We describe the use of Hadoop, and it’s MapReduce in [11]. As the 
Hadoop use also distributed file systems, students can explore the basic transparency attributes of 
distributed systems, mainly the replication, relocation transparency as well as the access 
transparency. There are not many code examples how to use the Hadoop. Most users can only find 
the well know word counter, which is too simple but is enough to understand the basic principle of the 
map-reduce approach. As our department research is focused on data mining and web log mining we 
are dealing with processing a large amount of text log files. These log files are from different sources 
and the first level in analyzing log files is the preprocessing of these files and making cleaning of data. 
There are many lines in the log file which are useless for further analysis. We are trying different 
methods for cleaning log file and using parallel processing is a good example how to speed up this 
preprocessing phase. Student sees that the learning of distributed systems is not only theoretical, but 
the can touch the research held by the department. We can show students functionality of mapper and 
reducer on real world example. 

The second way of using Hadoop is to build a cluster. We want that student will gain knowledge how 
to use the distributed environment but also how to build a distributed environment. The documentation 
of Hadoop is enough detailed to understand how to install and configure the cluster. Again, in this 
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phase, we propose to use the Raspberries to build such a cluster. Each student can build three nodes 
cluster in a standard classroom with this technology and/or students can create groups and configure 
a cluster with a higher number of nodes. This gives them the opportunity to simulate the real-world 
example where computing nodes have different system administrators. After the configuration of 
Hadoop is completed, they can run the same jobs like in IBM Demo Cloud and compare the 
performance.  

3.4 HTCondor 
Condor is a high-throughput distributed batch computing system. Like other batch systems, Condor 
provides a job management mechanism, scheduling policy, priority scheme, resource monitoring, and 
resource management. Users submit their jobs to Condor, and Condor subsequently chooses when 
and where to run them based upon a policy, monitors their progress, and ultimately informs the user 
upon completion. [20] 

The HTCondor is still active, and the last version was released in May 2017. This software is available 
for Linux, Windows, and Mac. Computing environments are called universes and students can easily 
run their Python or Java jobs. We teach students how to install and configure this distributed system 
and how to write and run their code for parallel computing. 

4 CONCLUSIONS 
The need for practice is that the student is well prepared both theoretically and practically. By creating 
new methods and content devoted to the current data processing tools in the distributed systems, we 
can prepare such students. We propose to use modern well-known technologies to enhance their 
knowledge gained by the study of basic computer science subjects on real word scientific problems. 
We start by standard computer with classic operating systems, and then we move to Raspberry Pi, 
because of its simplicity and small dimensions. We can have even 60 minicomputers is classic 
classroom each with custom configuration. We can teach basic student principles of creating the 
cluster, building distributed environment, use the MPI, remote procedure call and other techniques for 
parallel data processing. We interconnect this teaching model with the research in web log mining and 
show students how is it possible to use distributed environment on real worlds examples. 

In the future, we will also employ machine learning algorithms using the same infrastructure. We want 
to use Apache Spark and the Python libraries for machine learning and identify different robots (not 
only search engines robots) crawling through the web. 
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