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Abstract 
The common approach to evaluate Intelligent Tutoring Systems (ITSs) is to conduct randomized 
experiments using the pre/post-test design and measure learning. In this paper, we take a wider look, 
and use Learning Analytics to investigate how much students engage in voluntary practice with EER-
Tutor, an ITS that teaches conceptual database design. We also investigate the relationship of 
voluntary practice in EER-Tutor with students’ learning. Over 75% of students used EER-Tutor for 
tutored problem solving. Students who completed at least five problems achieved significantly higher 
results on the assignment and exam. Given the benefits of tutored problem solving, we propose some 
modifications to the course. 
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1 INTRODUCTION 
Numerous studies with Intelligent Tutoring Systems (ITSs) show their effectiveness in improving 
learning [1-3]. Recent studies show that some ITSs have reached the effectiveness of 1:1 human 
tutoring [4,5]. Typically, ITSs are evaluated by comparing performance of a group of students learning 
with an ITS, to a classroom situation, or a group of students using a non-intelligent educational 
system.  

EER-Tutor [6-8] is a mature constraint-based tutor used in regular courses at the University of 
Canterbury. This system, together with two other constraint-based tutors developed by the Intelligent 
Computer Tutoring Group at the University of Canterbury, had been provided on the DatabasePlace 
Web portal maintained by Pearson, from 2003 to 2016. On this portal, the system was used by more 
than 10,000 students worldwide. The data collected from DatabasePlace as well as from controlled 
studies performed with the system at the University of Canterbury showed that the ITS is highly 
effective. 

In this paper, however, we take a wider look, and examine how students use EER-Tutor when it is 
included in a regular course and available for non-voluntary practice. We are interested in two 
research questions: 

- RQ1: How do students use EER-Tutor? 
- RQ2: How is tutored problem solving in EER-Tutor related to learning in the course? 

We start by presenting EER-Tutor, followed by a description of the course in which EER-Tutor was 
used. Section 4 introduced the collected data, while Section 5 and 6 presents our findings. The last 
section presents the conclusion and avenues of future work. 

2 EER-TUTOR 
EER-Tutor is a mature ITS, developed by the Intelligent Computer Tutoring Group at the University of 
Canterbury. Its predecessor, KERMIT [6,7], was a stand-alone ITS, which supported students learning 
to design databases using the Entity-Relationship (ER) data model [9]. Although the ER model is 
relatively simple, students have many problems developing ER diagrams, due to the ill-defined nature 
of database design [10]. The text of the problem (i.e. the description of the database to be designed) is 
often ambiguous and incomplete. There is no algorithm for generating database schemas. 
Additionally, there is no single best solution for a problem, and often there are several possible 
schemas for the same requirements. An early classroom study with KERMIT conducted in 2001 
showed that students improved their test performance significantly after interacting with the ITS for 
only one hour and highlighted the benefit of the feedback students received [6].  
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We later developed EER-Tutor [11], a Web-based tutor teaching the Enhanced Entity Relationship 
model [12]. Students learn about the EER model in lectures, and then use EER-Tutor to practice. 
EER-Tutor is a constraint-based tutor [3,13-15], and its domain model contains 225 constraints. There 
are two types of constraints: the syntactic constraints check whether the student’s solution satisfies 
the syntax of the EER model, while the semantic constraints check whether the student’s solution 
matches the problem requirements by comparing it to the ideal solution (provided by the teacher). For 
all but the simplest problems, there could be several correct solutions and an infinite number of 
incorrect solutions, resulting in huge solution spaces. The ideal solution captures the semantics of the 
problem without the need for a problem solver (which would be difficult, if not impossible, to develop). 
Semantic constraints ensure that alternative correct solutions would be recognized as such, by looking 
for equivalent ways of specifying EER components [7]. The system diagnoses the student’s solution 
by matching it to the constraints and to the ideal solution. For details about constraint-based modeling, 
please see [12, 15].  

The interface of EER-Tutor is illustrated in Fig. 1. The text of the problem is shown at the top. The 
middle pane is the modelling workspace where students create EER diagrams. In order to develop a 
particular component of the schema, the student selects the appropriate tool (e.g. the rectangle to 
represent an entity type) and drags it onto the canvas. To specify the name of a component, the 
student select a word (or a phrase) from the problem text. EER-Tutor highlights names of entity types 
in blue, the names of attributes in green, and the names of relationship types in magenta. The 
highlighting makes it clearer to the student the portion of the requirements that have been used so far. 
Editing of EER diagrams is well supported within the system. 

Feedback is presented in the textual form in the right pane once the students submits his/her solution. 
In the situation shown in Fig.1, the student has made a mistake by connecting the Critical attribute to 
the relationship, while it should be connected to the SENSOR entity type. The system highlights the 
attribute in red, to make it easier for the student to understand the feedback provided. 

Over the years, we implemented numerous versions of EER-Tutor, focusing on the effect of open 
learner models [16-18], affect-aware animated pedagogical agents [19] and tutorial dialogues [20]. In 
all studies, we have observed significant improvement in learning. However, those studies focused on 
evaluating the effect of a specific component added to the tutor. We now take a different look at the 
ITS, in order to see how much effect it has on students’ learning in a database course. 

 
Figure 1. Screenshot of EER-Tutor 
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3 RELATIONAL DATABASE COURSE 
COSC265 is a single-semester course on Relational database systems at the University of 
Canterbury. There are three lectures and two lab hours per week, over 12 weeks. The mid semester 
break is two weeks long. In 2018, there were 201 students enrolled in the course, the majority of 
whom were completing BSc in Computer Science (65%) and BEng in Software Engineering (32%). 
There were also five students completing BCom in Information Systems. Most of the students were in 
their second year of university studies, but there were 16 students repeating the course, and also 
some students taking the course in their first year (6%).  

After a general introduction to databases (two lectures), the following four lectures were on conceptual 
database design using the EER model. At the end of the second week of the course (on July 27), the 
students were given an assignment worth 25% of the final grade, requiring them to develop an EER 
schema based on the given requirements. The assignment was due on August 24, which is the last 
day of week 6 (followed by a two-week break). Late submissions were allowed until August 31, in 
which case the students received a penalty of 15 marks. 

A demo of EER-Tutor was conducted in a lecture during the second week, and the system was used 
in labs during the third week. The use of EER-Tutor was completely voluntary; the students did not 
receive any marks for solving problems in the ITS. In addition to the 57 problems available in the tutor, 
there is also a special mode of the tutor (referred to as mode 99), which allows students to draw EER 
diagrams without feedback from the tutor. All students used this mode to draw their solutions for the 
assignment. The final exam was conducted on November 6, and covered material from all lectures. 
This was a high-stakes exam, worth 50% of the final grade. 

4 COLLECTED DATA 
When students logged on to EER-Tutor for the first time, they received a pre-test consisting of seven 
questions (multiple choice or true/false), worth one mark each. Three questions asked to select correct 
definitions of EER concepts, while the remaining four questions required the student to select correct 
diagrams matching given requirements. There were two tests of similar complexities, which were 
randomly given to students as the pre-test. A student who received Test A as the pre-test, received 
Test B as the post-test and vice versa.  

Since there are two different tests used as the pre/post-test, we analysed the students’ scores at the 
pre-test time, to make sure they were of similar difficulty. We report the statistics on pre-test scores in 
Table 1. There were 89 students who completed test A, and 86 completed test B. We found no 
significant difference between the pre-test scores on the two tests (t = 1.46, p = 0.15). The internal 
validity is acceptable for both tests, given the limited number of test questions and the broad range of 
tested knowledge [21]. EER-Tutor logs all student actions. We analysed the logs to answer our 
research questions.  

Table 1. Pre-test Scores 

Test Mean score (sd) Cronbach’s alpha 

A (89) 3.62 (1.79) 0.59 

B (86) 3.99 (1.56) 0.52 

5 HOW DID STUDENTS USE EER-TUTOR? 
As discussed earlier, the use of EER-Tutor was voluntary. Table 2 presents statistics about how 
students used EER-Tutor. Out of the whole class, only one student never logged onto EER-Tutor; 
therefore, the number of sessions with the tutor is reported for 200 students. The median number of 
sessions is 14; please note that some of those sessions involved working on the assignment only (i.e. 
using mode 99). The other rows of Table 2 present the statistics for the 153 students who attempted 
problem solving in EER-Tutor. That leaves 46 students, who attempted no problems, and only used 
EER-Tutor to draw their solutions for the assignment.  
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Table 2. Summary statistics of EER-Tutor usage 

 min max median mean (sd) 

Sessions 0 72 14 16.11 (11.84) 

Attempted problems 1 55 13 14.64 (10.47) 

Solved problems 0 54 11 13.04 (10.09) 

Attempts 1 364 34 49.95 (52.95) 

Hints 0 614 43 75.58 (97.76) 

The median number of attempted problems (i.e. problems for which there was at least one 
submission) is 13, while the median number of solved problems is 11. The median number of attempts 
per student was 34. For each submission, EER-Tutor provides feedback (as shown in Fig.1). The 
pedagogical strategy implemented in the current version of EER-Tutor provides positive feedback on 
correct submissions (i.e. there are no violated constraints), or provides three messages on mistakes 
when the submission is incorrect (i.e. there are violated constraints). The last row of Table 2 (Hints) 
reports the total number of error messages provided to the student, which ranges from 0 to 614.  

Figure 2 (left) shows the number of students solving problems with EER-Tutor in weeks 2-16. 
Nineteen students started solving problems in EER-Tutor as soon as it was introduced in lectures in 
week 2. The highest number of students solving problems (98) was recorded in week 3, when they 
used EER-Tutor in the scheduled lab for the course. In weeks 5 and 6, 41 and 67 respectively worked 
on problems, in preparation for the assignment. There were few problems solved after week 7 until 
weeks 14-16, when students again solved problems in preparation for the exam. On average, students 
completed 78.55% of problems they attempted. 

Figure 2 (right) shows the number of students working on the assignment in weeks 3-8, with the 
average time (in minutes). Fourteen students started working on their assignment in the second week 
of the course. The peak in week 6 corresponds to the assignment deadline. Students who were late 
submitting the assignment used the system substantially in week 7. 

 
Figure 2. Left: Number of students and attempted/solved problems in weeks 2-16. Right: Number of 

students and average time (min) spent in mode 99 in weeks 2-8 

6 DOES PROBLEM SOLVING IN EER-TUTOR CORRELATE WITH LEARNING? 
In order to determine how the use of EER-Tutor is related to learning, we focus on several 
performance measures: (1) pre-test scores; (2) normalized learning gain, (3) assignment scores and 
(4) exam scores, reported in Table 3. The numbers in parentheses in the first column of Table 3 
represent the number of students.  

The pre-test scores represent the pre-existing level of knowledge for students. As stated earlier, the 
pre-test was presented to students online, when they logged on to the ITS for the first time. As EER-
Tutor was available for voluntary practice, not all students started using it immediately, and 
consequently the date when students completed the pre-test ranged from July 23 to August 31. There 
were 16 students who either completed the pre- and post-test on the same day (because they started 
using EER-Tutor late), or completed the two tests without attempting any problems in between. For 
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that reason, we did not include those students when calculating the normalized learning gain. 
Additionally, many students did not complete the post-test, so the number of students for whom we 
computed the normalized learning gain is 57. On average, the students achieved higher scores on the 
post-test compared to the pre-test scores, with the effect size (Cohen’s d) of 0.38. 

The normalized learning gain is calculated as the absolute gain (i.e. the difference between post- and 
pre-test scores), divided by (a) the difference between the maximum possible score and the pre-test 
score (in cases when the absolute gain is positive), or (b) the pre-test score (in the case of negative 
absolute gain) [22]. Therefore, the normalized gain can range between -1 and 1. The median for the 
normalized gain was 0, with the mean of 0.17. One possible reason for the low value of the normalized 
gain is that students did not take the post-test seriously, as it did not contribute to the final mark. 
Additionally, the students were focused on completing their assignment at the time the post-test was 
administered.  

Table 3. Percentage scores for performance measures 

 min max median mean (sd) 

Pre-test (180) 0 100 57.14 53.97 (24.33) 

Normalized gain (57) -1 1 0 0.17 (0.46) 

Assignment (198) 17 96 58.50 59.37 (13.20) 

Exam (188) 23 98.50 70.50 69.83 (17.01) 

The median score for the assignment was 58.5%, while the median score on the exam was higher 
(70.5%). The exam covered the whole course, not only conceptual database design, and was worth 
50% of the final grade.  

Table 4. Model fit and standardized coefficients 

 Norm. Gain Assignment Exam 

Model R2 0.09 0.11 0.199 

Pre-test coefficient  0.25, p = 0.001 0.33, p < 0.001 

TPS coefficient 0.31, p = 0.01 0.18, p = 0.012 0.25, p < 0.001 

We first conducted multiple regression analyses to investigate whether problem solving in EER-Tutor 
is correlated with learning. We introduced a dummy TPS variable, which equalled 0 for students who 
have not attempted any problems, and 1 otherwise. To control for the effect of students’ prior 
knowledge, we used the pre-test score as one of the factors. Table 4 presents the results of multiple 
regressions for the normalized gain (F(1,68) = 6.98, p = 0.01), Assignment (F(2,176) = 10.99, p = 0) 
and Exam scores (F(2,166) = 10.6, p = 0). We have not used the pre-test score as a factor when 
analyzing the normalized gain, as they are highly correlated. In all three cases, TPS is a significant 
factor, showing that students who engaged in tutored problem solving had higher normalized gain, and 
higher assignment/exam scores, regardless of their previous knowledge. 

Next, we repeated multiple regression analyses using all collected variables. We eliminated variables 
that were highly correlated, such as the total time spent in EER-Tutor and the number of solved 
problems (0.746, p < 0.001), as well as the number of feedback messages and the number of solved 
problems (0.797, p < 0.001). The results are reported in Table 5. The significant predictors of the 
assignment score (F(3,175) = 11.02, p < 0.001) are the pre-test scores, the number of solved 
problems and the number of sessions with the tutor. For the exam score (F(2,166) = 25.66, p < 0.001), 
the significant predictors are the pre-test score and the number of solved problems. For the 
normalized gain (F(1,68) = 8.97, p = 0.04), the only significant predictor was the number of solved 
problems. Therefore, the number of solved problems is a significant predictor for all performance 
measures. 
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Table 5. Multiple regressions 

 Norm. Gain Assignment Exam 

Model R2 0.12 0.16 0.24 

Pre-test coefficient  0.28, p < 0.001 0.35, p < 0.001 

Solved problems 0.34, p = 0.004 0.18, p = 0.02 0.31, p < 0.001 

Sessions  0.17, p = 0.02  

We used IBM SPSS Amos to infer the causal relationships between the assignment score, pre-test 
score, and variables showing how students used EER-Tutor: the number of sessions, the number of 
solved problems. All these variables are observed and measured without errors. Figure 3 illustrates 
the path diagrams. The diagram on the left is for the assignment marks. The chi-square test (5.91) for 
this model (df = 3) shows that the model’s predictions are not statistically significantly different from 
the data (p = 0.12). The Comparative Fit Index (CFI) was 0.93, and the Root Mean Square Error of 
Approximation (RMSEA) was .052. Therefore the model is acceptable: CFI is greater than .9 and 
RMSEA is less than .06 [23]. The model indicates that the higher pre-test score directly causes a 
higher assignment score (coefficient = 0.28, p < .001). Therefore, the effect of the number of solved 
problems on the assignment score is adjusted for and above and beyond this influence (0.2, p = 
0.002). The number of session affects the number of solved problems (0.32, p < .001).  

 
Figure 3: Path diagrams for assignment scores (left) and for the exam scores (right) 

The path diagram for exam scores is shown in Figure 3 (right). The chi-square test (3.16) for this 
model (df = 3) shows that the model’s predictions are not statistically significantly different from the 
data (p = 0.37). The Comparative Fit Index (CFI) was 0.997, and the Root Mean Square Error of 
Approximation (RMSEA) was .02. Therefore, the model is acceptable: CFI is greater than .9 and 
RMSEA is less than .06 [23]. The model indicates that the higher pre-test score directly causes a 
higher exam mark (coefficient = 0.36, p < .001). Therefore, the effect of the number of solved 
problems on the exam mark is adjusted for and above and beyond this influence (0.33, p < 0.001). 
The number of sessions affects the number of solved problems (0.33, p < .001). 

We divided students post-hoc into two groups. Active students are those who completed at least five 
problems in the tutor. Table 6 reports the scores of Active students versus the rest of the class. There 
was a significant difference between the pre-test scores of the two subgroups of students (t = 2.2, p = 
0.03). The Active students started with a higher level of knowledge, and used the system significantly 
more, which may be the effect of those students being more motivated. There was no significant 
difference on the normalized gain, but the number of students who completed the post-test in both 
subgroups is small. This may show that the students have not taken post-test seriously; at that time of 
the course they were focused on completing their assignments, and taking a non-mandatory post-test 
was low priority. There were significant differences between the two subgroups on both assignment (t 
= 3.18, p = 0.002) and exam marks (t = 4.34, p = 0). 
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Table 6. Means (sd) for the two subgroups of students 

 Pre-test Norm. Gain Assignment Exam 

Active 57.14 (22.59) 
n = 113 

0.18 (0.44) 
n = 51 

61.80 (12.02) 
n = 120 

73.95 (16.10) 
n = 115 

Others 48.61 (26.33) 
n = 67 

-0.03 (0.43) 
n = 19 

55.64 (14.12) 
n = 78 

63.34 (16.47) 
n = 73 

7 DISCUSSION AND CONCLUSIONS 
In this paper we reported how students used EER-Tutor, a database design tutor, which was available 
to students for voluntary practice. Our findings are in contrast to the common finding from many 
empirical studies which show that over 60% of students are limited users of educational technology 
[24]. Similarly, Denny and colleagues [25] report that 66.63% of students did not use PeerWise, a 
system that supports peer learning by allowing students to pose questions and to answer/rate 
questions written by their peers. On the contrary, in our case, 23% of students used the tutor only to 
draw their assignments, and have not attempted any problem solving. The majority of the class (77%) 
used EER-Tutor both to work on the assignment, and for tutored problem solving.  

One of the reasons for limited use of educational technology reported in the literature is the low level 
of self-regulation skills [26]. Since tutored problem solving in EER-Tutor was voluntary, it may be the 
case that the students who solved a lot of problems are more motivated students. We did, however, 
find that the number of solved problems and the number of sessions with EER-Tutor are significant 
predictors of all performance measures (assignment and exam scores). Students who solved at least 
five problems in EER-Tutor received significantly higher marks on the assignment and exam than the 
rest of the class. Therefore, one straightforward recommendation for improving the course is to add as 
one of the assessment items the requirement to solve at least five problems in EER-Tutor. Such a 
requirement will hopefully result in more students engaging in problem solving, and consequently 
improving learning of database design. 

One limitation of our study is that we have not collected data about students’ self-regulation skills. We 
plan to repeat the study and collect such data, which will allow us to look deeper into individual 
differences. We also plan to gamify EER-Tutor, by adding badges to reward problem-solving behavior. 
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