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Abstract 
This paper will outline a design and development effort where real-time collaboration using web 
technologies to create an online whiteboard is explored. The aim of this paper is to study how network 
issues such as latency and jitter affect a collaboration and explore how to design a real-time 
collaborative web application taking into account network performance issues. The specific focus of 
this paper is on the “telepointer” - a design pattern where co-present users’ attention is visualized 
within the system. The result shows that the telepointer is not an ideal solution to visualize the 
attention of co-present users, as low-quality network connections makes the telepointer lag 
substantially making coordination of the activity difficult. Using alternative visualizations such as halos 
visualizing where the attention of co-present users are is a more promising approach but needs fine-
tuning of algorithms in order to work. 
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1 INTRODUCTION 
Activities such as technology-mediated collaborative learning (CSCL) are dependent on the ability of 
the participants to coordinate their activities in order to strive for a common goal. According to [1], 
collaboration “...is a coordinated, synchronous activity that is the result of a continued attempt to 
construct and maintain a shared conception of a problem”. Further, coordination can be understood as 
“the act of working together harmoniously” [2], and is often seen as a requirement for collaboration [3]. 
We can understand time and effort for coordination as an overhead in a collaboration, and the less 
time and effort spent on coordinating a group task, the more time can be spent on “getting things 
done". 

When collaborating around a table, people have numerous ways to manage the collaboration and 
coordinate the activity at hand - we see the action of others and we can talk and ask questions. We 
can pick up more subtle queues such as where others are looking and whether they are nodding or 
sighing. We can direct the attention of others by pointing and referring to objects within the 
collaborative area. When moving the collaboration to the web, depending on the type of system, many 
such cues and actions we are used to utilize in order to coordinate the collaboration is lost. We thus 
need to re-introduce such cues and actions as a form of technological approximations [4] [5] into the 
collaborative system, both enabled as well as restricted by the technology available to us. We argue 
that when designing such technological approximations, we need to consider the characteristics of the 
underlying technological foundations, as well as the context of use in order to support participants' 
coordination of activities.  

We have been developing a real-time web based shared workspace in the form of an online 
whiteboard for a number of years (for other publications on the subject, see for example [6]) with the 
overarching aim to better understand collaborative processes and design systems that support said 
processes. Parts of the research focus on understanding the effects of delays in the transmission of 
data carrying information of value for coordination activities. While technology now enables us to send 
and receive data at very high speeds through the internet from almost anywhere, we always have to 
deal with a certain delay. Latency and jitter (i.e. delay and the moment-to-moment variance of the 
delay over time) are ever present and is conditioned by the network topology and the technology used 
therein, as well as by sheer distance - we can never move data faster than the speed of light, and the 
practical limitations to data transfer speeds are far slower. The existence of these two types of delays 
could potentially pose a great challenge for designers of real-time collaborative systems, especially if 
we consider collaboration as a synchronous activity as defined by [1]. If we also consider the context 
of learners using a real-time collaborative system in the form of the “nomadicity” concept (see for 
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example [7] and [8]), we get a picture where people might use this type of system being connected to 
a wide variety of networks with devices with varying input methods and screen sizes.  

The topic addressed in this paper is how we should design technological approximations for real-time 
collaboration in order to take into account network issues, maximizing time and energy for learning 
activities. During a recent phase in the design of the collaborative system, we focused on documenting 
the characteristics and subsequent effect of latency and jitter in various real-world contexts of use, 
from high-speed wired connections to low quality mobile network connections in rural areas. This 
paper provides an initial discussion involving technological approximations used in the system in order 
to aid coordination while taking into account different network conditions. 

2 THEORETICAL BACKGROUND AND RELATED RESEARCH 

2.1 Coordination 
According to [3], there is a need to support coordination processes in collaborative work. Coordination 
requires a common ground regarding the participants’ “mutual knowledge, mutual beliefs and mutual 
assumptions” [9]. Clark & Brennan further state that “All collective actions are built on common ground 
and its accumulation” [9]. The process of establishing and maintaining a common ground contains 
several constraints, and depending on the characteristics of the context, a subset of constraints is 
available in the grounding process. In a face-to-face situation, such constraints are according to [9] for 
example whether or not we are able to describe things verbally (“audibility”), the availability of non-
verbal gestures such as pointing at objects in a conversation (“visibility”) and being able to repeat 
utterances (“revisability”). In an e-mail situation, the ability to review the utterances after they occurred 
(“reviewability”) is for example available, making use of the asynchronous nature of e-mail.  

Perhaps the most important constraints for real-time collaborative applications in this article are 
“cotemporality” (receiving a communication at roughly the same time as it is sent), and “sequentiality” 
(whether the order of communication is synchronized). Due to unstable network conditions, the 
available constraints in any given moment can be highly uncertain, i.e. users cannot be certain that 
data sent is received shortly after, and that things in the system is synchronized. 

2.2 The telepointer design pattern 
Augmenting groupware with awareness mechanisms in order to support coordination of activities in a 
shared workspace is a central concept within the CSCW (Computer supported cooperative work) and 
CSCL (computer supported collaborative learning) literature. One common mechanism, or design 
pattern, with the purpose to visualize where the users’ attention is within real-time, shared workspace 
groupware is the telepointer (see for example [10] [11] [12]). The telepointer is seen as an effective 
way to aid users in coordinating their work within a collaboration in that it visualizes the presence of 
others, their activity and their position within a shared workspace [13].  

In order to be effective, this mechanism needs to be near real time. If not, users will be misinformed as 
to where the actions of others are occurring, and for example “sequentiality” and “cotemporality” will 
be uncertain constraints, i.e. they can at times be in effect, and at other times not. In a real-time 
shared workspace situation, this could mean that different users are manipulating an object at the 
same time, or the meaning of a gesture with the pointer gets misinterpreted. Several studies have 
documented the effects of latency and/or jitter on collaborative performance. For example, [14] studies 
the impact of various levels of latency to a collaborative activity, finding that tolerance to delay varies 
with the dynamics of the activity itself. A strategy proposed by [13] is to augment the telepointer with 
“decorators” in order to visualize network imperfections such as latency and jitter in various ways. 

“...revealing delays to users is one way in which groupware can benefit from accepting and working 
with the reality of distributed systems, rather than trying to maintain the illusion of co-present 
interaction.” [13] 

In their paper, one of the experiments adds a “halo” to the telepointer that dynamically resize as the 
users’ latency changes, as well as taking into account the speed at which the user is moving their 
mouse. The halo, in the form of a circle around the telepointer, indicates to co-present users an area 
where the pointer of another user in reality might be located [13]. Other measures presented in their 
experiments are telepointer trails, where actual past positions of a pointer, as well as predictions of 
future directions are visualized. 
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To create a sound collaborative environment, it is evident we need technological support for the 
coordination process. Coordination a pivotal concept in all activities where we act together in groups, 
and is an intricate activity, as when it is done well, we do not notice it. It is when coordination fails it 
becomes obvious [2]. Taking into account network issues when designing technological 
approximations would then seem important in order to support coordination processes. 

3 RESEARCH CONDUCT AND RESULTS 
This research is inspired by a design science (DSR) approach, where design and development of a 
collaborative, real-time, web-based whiteboard has been driven by both previous research into 
technology-mediated collaboration, as well as focus group sessions, various alignment activities with 
users and experts, user testing and technical testing in an iterative fashion. The web-based 
whiteboard allows users to upload media objects, manipulate them, move them around and 
collaboratively edit text in real-time. The system initially used telepointers in order to visualize co-
present users’ attention in the shared workspace. 

Most previous research into the effect of latency and/or jitter has been conducted in simulated 
environments where the delays can be controlled and monitored accurately (see for example [13] and 
[14]). While these studies maintain a high level of controllability and rigor to the tests, we believe that 
test in real-world context have the potential to reveal more about the complex nature of network issues 
and their effect on collaboration, thus complementing the more rigorously controlled studies.  

We set out to document the characteristics of networks in various locations in order to understand how 
they might affect collaborative activities and the use of the telepointer. For this test, we re-
programmed the collaborative whiteboard system to log the time it took for transmissions of data 
carrying information on user activities to be sent from a client computer to the server and back to all 
other clients connected, in different network conditions. We selected different forms of connectivity for 
the test, ranging from fast, wired connections to low quality mobile 3G connections. The server hosting 
the system was located in the USA, and we chose to test the clients in the US as well as Sweden in 
order to account for the latency produced by the distance to the server. 

As well as collecting logs of transmission times, screen recordings were also made in order to study 
the visual appearance of the system in different network conditions. 

The results show that with high quality connections, latency is on average around 200 milliseconds 
from Sweden and somewhat lower in the USA with the occasional spike causing slight stuttering in the 
perceived interaction of others in the system. On average, the latency varies over time by around 50 
milliseconds. Low latency and a low amount of jitter appeared relatively unproblematic. On a lower-
quality connection, we can see that both latency and jitter get increasingly worse. While latency on 
occasions drops to under 300ms, spikes in latency (i.e. jitter) constantly makes the return time trip 
(RTT) of data take up to several seconds. The latency was fluctuating significantly, causing a 
noteworthy perceived “stuttering” of the visualization of others interacting with the system.  

3.1 Using the halo 
We believe that the halo, as described by [13], is a promising technological approximation. The halo is 
a complement or substitute to the telepointer displaying a predicted area where a co-present user’s 
pointers probably is according to an algorithm taking into account the speed of the pointer as well as 
the latency of the system. For the test, we therefore substituted the telepointer originally used in the 
system with a circle. The size of the circle was created so that it dynamically changes size over time, 
reflecting the current network quality for each user in the system.  

The system described by [13] is based on latency and pointer speed, but studying the visual behavior 
of the telepointer in our system, we see a large amount of fluctuation in latency (i.e. jitter) over time. 
We would argue that this information should be included in the algorithm calculating the size of the 
circle, otherwise the circle would display an inaccurate size, or constantly change size according to 
jitter. Our system calculates the size of the circle by taking into account the moment-to-moment jitter 
according to an algorithm. The higher latency and amount of jitter, the larger circle (i.e. the uncertainty 
of where the co-present users’ attention is). We also created the algorithm to take into account the 
speed which the user is moving their pointer device. The faster the movement was, the larger circle 
became. 

10136



The results showed that on high quality networks, the circle often stayed relatively small. Fast 
movements would make the perceived attention area of co-present users to be inaccurate for a short 
moment until the circle caught up on the movement. Situations where we tested the system on low 
quality networks became more problematic. Since jitter made latency vary over time from around 300 
milliseconds up to a few seconds, the circle became so large it at times would encompass the entire 
screen, indicating that the users’ attention area could be anywhere in the workspace. As such, 
coordinating activities and indicating to others in the system where an activity was ongoing became 
impossible.  

4 DISCUSSION AND CONCLUSION 
This paper has focused on exploring how to visualize the attention area of co-present users in a web-
based, real-time shared workspace. When designing systems that are intended to support people 
collaborating remotely through the web, it is important to make activities managing the collaboration as 
effortless as possible [3]. Real world network latency and jitter is identified as a major obstruction to 
this process and needs to be addressed through the design of technological approximations. 
Visualizing co-present users’ attention area by using circles of varying sizes depending on the network 
conditions is a promising way to help users interpret the actions of others within the system. 

The issue identified is when the quality of network conditions for a user is so low that the circle, 
intended to give hints as to where on the shared workspace a users’ attention is, becomes so large it 
encompasses the entire screen. Fine-tuning the algorithm could potentially alleviate the issue 
somewhat, but we suggest that we in addition need to incorporate more data to the algorithm in order 
for it to better predict the position of the co-present users’ attention. One enhancement would, for 
example, be for the algorithm to also take into consideration the current direction of the movement.  

Another way to view the problem would be to take on a more social approach to alleviate the problem. 
Network issues are often temporary in nature, and what we saw in our screen recordings were that 
users on low quality networks was, in this system, not aware of their condition and its impact on the 
collaboration. They did not themselves perceive the stuttering behavior of their telepointer that the 
others in the system saw. We propose a solution where the system informs users on low-quality 
connections of their impact on the system and the coordination therein. Temporary solutions could 
involve disabling the ability to manipulate objects for users on low-quality connections until the issue is 
resolved in order to maintain the ability for the remaining users to coordinate their work and avoid 
objects within the system to be manipulated by more than one user at a time. It could also involve 
systems where users are encouraged to move their pointing device slower in order to make the circle 
smaller in order to uphold a more accurate depiction of where the users’ attention is.  

This paper has presented an initial look at the effect of network issues such as latency and jitter on 
collaborative activities and in the coming stages of this research project we will explore how to fine-
tune the algorithm in order to make the predictions of where a user’s attention is at any given moment. 
We will also implement and evaluate the social aspect of the functionality, where users will be 
informed of their network conditions and functionality shut down. 
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